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Agenda

• LangChain - What it is and what tries to achieve (5 mins)
• Demos using jupyter notebook (45 mins)
• Wrap-up and recommendations (5 mins)



What is it?

• LangChain is a software framework that helps facilitate the 
integration of large language models (LLMs) into 
applications.

• Essentially a collection of Open Source libraries that let you 
call LLMs in an agnostic way.



LangChain (according to LangChain)



LangChain Background

• LangChain launched Oct 2022
• Open Source project by Harrison Chase
• Incorporated in Apr 2023
• v0.1.0 released on Jan 8 2024, first “stable” release

– split into langchain-core (APIs + LCEL), and langchain-
community (third-party integrations)

• v0.2.0 released on May 17 2024
– split langchain from langchain-community
– released LangGraph

• v0.3.0 released on Sep 16 2024
– update everything to Pydantic 2
– Removed deprecated loaders/entry points, slimming the codebase



LangChain components

• LangChain Docs have two supported languages
– Python and JS/TS with separate repos

┌──────────────────────────────┐
      │        langchain-core        │ ← minimal abstractions
      │                              │ ← (LCEL, Runnable)
      └─────────────▲────────────────┘
                    │ implements
┌───────────────────┴───────────────────┐
│           langchain-community         │ ← 3rd-party wrappers (OpenAI,
│                                       │   Pinecone, YouTubeLoader, …)
└───────────────────▲───────────────────┘
                    │ depends on
            ┌───────┴───────┐
            │  langchain    │ ← meta-pkg that bundles
            │               │   - core + community
            │               │   - text-splitters
            │               │   - opinionated high-level chains/agents
            └───────────────┘



Goals of Abstraction

• A good abstraction hides implementation details behind 
an easy to understand interface

• Simplifying Complexity:
– Abstraction should hide complex details
– Presenting a simplified view of a system or component.

• Enhancing Reusability:
– Enable the reuse of components across applications

• Improving Maintainability:
– Isolating implementation details, changes can be made to one part 

of a system without affecting others.
• Promoting Collaboration:

– Well-defined interfaces ensure components can interact seamlessly



LangChain Core

• Defines interfaces for
– LLMs, chat models, stores (key-value, graph and vector), retrievers, 

documents, embeddings, messages, output parsers, prompts, 
runnables, tools, and agents. (Among others)

• WOW! That is a lot of things to abstract
– Probably violates the first goal – simplifying complexity



LangChain Core - Runnables

• Core Interface: Runnable
• Runnable concept is central to LangChain Core

– Most LangChain Core components implement it 

• Giving them
– a common invocation interface (invoke, batch, stream, etc.)
– built-in utilities for retries, fallbacks, schemas and runtime 

configurability

• You can use LangChain Core objects in two ways:
• Imperatively, ie. call them directly, eg. `model.invoke(...)`
• Declaratively, with LangChain Expression Language (LCEL)



Runnable

• A unit of work that can be invoked, batched, streamed, 
transformed and composed.

• Key Methods
• invoke/ainvoke: Transforms a single input into an output.
• batch/abatch: Efficiently transforms multiple inputs into 

outputs.
• stream/astream: Streams output from a single input as it’s 

produced.
• astream_log: Streams output and selected intermediate 

results from an input.
• Optimizations:

– Batch: By default, batch runs invoke() in parallel using a thread 
pool executor. Override to optimize batching.



The Bulk of the Talk

Demos



LCEL

• What is LangChain Expression Language?
• Declarative Language for composing Runnables into 

sequences (or DAGs).

• chain = runnable1 | runnable2 | runnable3

• LangChain compiles LCEL sequences to an _optimized 
execution plan_, with automatic parallelization, streaming, 
tracing, and async support.

• Use LangChain when running lots of tasks without state.
• When the application requires complex state management, 

branching, cycles or multiple agents use LangGraph.



What we covered

• Runnables
• LLMs
• Chat Models
• Messages
• Prompts
• LangGraph
• Tools
• Document Loaders
• Text Splitters
• Embeddings
• Vector Stores



Thoughts

• The “Runnable” concept is OK
• Integrations are where things get complex

– Because they are in separate libraries 
– There is no way to query for available options from code
– Instead, you must read the docs

• Also, no standard way of asking which models are 
supported by each integration class

• LangGraph as an abstraction, allow arbitrarily 
complex/custom workflows, with very little code

• Tool writing is trivial
– Can use LangChain’s other abstractions to do RAG lookups, etc.



Quiz

• What are the three methods on runnable?
– invoke, steam, batch

• What are some types of messages?
– SystemMessage, HumanMessage, AIMessage, ToolMessage

• How to make a Prompt from a PromptTemplate with 
placeholders?
– invoke it with parameters

• What does a node do in LangGraph?
– Takes state, performs operation, and returns state

• What are the steps in implementing RAG query?
– Document Loading, Text Splitting, create Embeddings, Save to 

Vector Store
• Document Loaders provide which method?

– load() (also lazy_load() and load_and_split())



Recommendations

• When should you use it?
– Know you are going to need to try a bunch of different LLMs
– When you are doing complex/custom orchestration
– When it needs to be maintained over a long period of time

• When should you not bother
– On tools which are not productized
– When you are trying things that are brand new
– When it is just you

• Best is probably Bob Martin’s bullet theory


